2. A reference lexicon: from CUV2 to CUV3

Any step towards the truth (as linguists strive to define it) tends to be a step away from anything that is computationally straightforward.

(Kilgarriff 1997:145)
The first, and sine qua non, condition in most Natural Language Processing (NLP) work, regardless of the level of sophistication, the targeted language structures, the computer platform and software used, the available data and the expected results is the possession of appropriate lexical tools and data.  In the context of the present research, the most fundamental such resource appears to be a computer-readable lexical database (LDB), henceforth also referred to as a word-list or lexicon.  The main objective of this study imposes some prima facie conditions on the structures and functionalities of such a resource: it must be relatively large, it must contain phonetic information, its macrostructure must be well-controlled (i.e. it must be based on consistent selectional criteria), it should be as far as possible free from error, it must be easy to process computationally, it should be relatively widely used by researchers so that it can function as reference in intersubjective comparisons.  Arguably, in the last decade of the 20th century, when I was beginning my research culminating in this book, there were two lexical databases fitting this schematic description: those based on LDOCE and OALDCE dictionaries.  For a number of reasons, which are of no consequence for the content of this study, I started using the latter.  As it turned out later, the LDOCE LDB gained more popularity in the NLP research community for reasons which, while fascinating to the NLP historiographer, will not be discussed here.  For my own research purposes, however, which have always been phonolexical, rather than lexico-semantic or lexico-syntactic, the OALDCE has proved to be quite adequate.  With years, and with the growth of the mesh of OALDCE-based phonolexical projects and research results, it was increasingly harder to wean oneself from this LDB.  Sentimental reasons may also have played a role, as 'Hornby' was the dictionary I used in my youth to learn English, and it served me well into the advanced stages of my EFL proficiency.  As a matter of fact, in the 1970's OALDCE3 of 1974 (and its many impressions) was practically the only EFL dictionary at all available on the Polish market.

2.1. CUV2

Thus, the reference lexicon used in my phonolexicographic research over the last decade has been derived from the so-called CUV2 list, originally compiled by Roger Mitton in 1986 and 1992 on the basis of OALDCE3, published in 1974 under the editorship of A.S.Hornby, and available from the Oxford Text Archive (http://ota.ahds.ac.uk/search/info.perl?show=ID0154 and http://ota.ahds.ac.uk/textinfo/0710.html) .  In Mitton's words (info file bundled with the software):

"In 1985-86 I produced a dictionary file called CUVOALD (Computer Usable Version of the Oxford Advanced Learner's Dictionary) [...]  A second file, called CUV2,  was  produced  at the  same time.  This was derived from CUVOALD and was the same except that it also contained all inflected forms explicitly, e.g. it contained "added",  "adding" and "adds" as well as "add".  I have now added some information to each entry and some more entries to CUV2, to produce  a new version of CUV2. [...]  CUV2 contains 70646  entries
. [...]  Each entry consists of a spelling, a pronunciation, one  or  more syntactic  tags (parts-of-speech) with rarity flags, a syllable count, and a set of verb patterns for verbs. [...]  I added about 2,500 proper names - common  forenames, British towns with a population of over 5,000, countries, nationalities, states, counties and major cities of the world. [...]  Since 1986 I have made a number of corrections, added the rarity flags and the syllable counts and inserted about 2,000 new entries. The new entries, nearly all of which were derived forms of words already in the dictionary, were selected from a list of several thousand words that occurred in the LOB Corpus but were not in CUV2. [...]  I also added about 300 reasonably common abbreviations".

A sample of the original (1992) Mitton's list follows.  There were four columns, containing, respectively: (1) entry spelling, (2) pronunciation, (3) POS tags with rarity flags, (4) syllable count and verb patterns (in the same column, with no spacing).

Table 1. A sample of CUV2 (lines 10001-10010)

	boggling
	'b0glIN
	Ib%
	22A,3A

	boggy
	'b0gI
	OD%
	2

	bogie
	'b@UgI
	K6$
	2

	bogies
	'b@UgIz
	Kj$
	2

	bogs
	b0gz
	Ja%,Kj%
	12E,15B

	bogus
	'b@Ug@s
	OA%
	2

	bogy
	'b@UgI
	K8$
	2

	boh
	b@U
	W-%
	1

	bohemian
	b@U'himI@n
	K6%,OA%
	4

	bohemians
	b@U'himI@nz
	Kj%
	4


As can be seen, Mitton allowed but one phonetic rendition per entry, with no variation of any kind, be it cross- or intra-dialectal.  Yet, even among such relatively phonolectally simple lexical items as those listed in Table 1, one can find examples of variation.  Bohemian is entered with the /(‑((/ option in the first syllable in all three leading English pronouncing dictionaries (Longman, Cambridge and Oxford).  In CUV2, however, there was no symbol for 'optional' /(/, or for any other 'optional' variant, for that matter, even the most common schwa.  This was of course a direct consequence of the phonetic structure of the original OALDCE file which Mitton had at his disposal, which quite clearly adopted the idealizing solution of one word – one (formal style) pronunciation, by no means unique among EFL dictionaries of that time (and of our times, one should add).  From the point of view of further processing for the needs of phonetic difficulty tagging, phonetic access and automatic corpus transcription, the one-to-one relation greatly simplified my work, of course.  It should always be remembered, however, that this simplification was performed at a cost of a drop in phonetic realism.  Just how serious the drop was can be appreciated when one scans CELEX, a computer-readable English word-list with phonetic variation (see Van der Wouden 1990 for a short introduction).  Out of 52,447 lemmas as many as 40% show more than one phonetic transcription variant; some (152) – as many as twelve!  Roach and Arnfield (1998) estimate, on the basis of analyzing the phonemic variant information of the Cambridge English pronouncing dictionary (15th edition; Roach, Hartman & Setter 1997) that there may be, on average, as many as eight phonemically different pronunciations per headword, and this for British English alone.  Gimson (1969:77) counts that among the 1000 top-frequency words in Dewey's 1923 list 17% are capable of phonemic variation. This, then is a rough measure of the amount of phonolectal detail lost in the process of normalization to one pronunciation per entry, what Bailey (1986:26) calls "monostylistic curse" of dictionaries.

Another facet of the monostylistic curse is that CUV2 transcriptions represent fairly formal-style renditions of respective lexical items.  This has always been a problem in both native-oriented and learner-oriented lexicography.  It is definitely not true that "recent dictionaries have marked pronunciation as it appears in continuous discourse" (Read 1992:283).  All pedagogical EFL dictionaries continue to represent slow and fairly formal spoken wordforms, so OALD is no exception.  I did not try to adjust this phonetic aspect of CUV2 for a variety of reasons, some of which are explained in the section on the phonetic transcription of MEDAL definitions (page 59).
The POS tagging used an elaborate system of codes: the first position in column 3 codified the major part-of-speech category, the second position contained subcategorization tags.  Thus, for example: <Ib> stands for <intransitive verb>, <present participle (-ing form)>, and <OD> stands for <adjective>, <change final y to ier, iest (like "heavy")>.

Mitton was aware of syllabification problems.  I quote the pertinent excerpt of his "Description" in extenso here as it explains transcription decisions which potentially have serious implications for the functioning of the PDI.

"For the great majority of words, the number of syllables is obvious. There are a few, however, for which this is not the case. The problems generally concern the "@" phoneme.

The sounds "I@" ("pier"), "U@" ("tour") and "aI@" ("hire") seem sometimes to be one syllable and sometimes two. I find that my own feelings - and those of others I have spoken to - are influenced by the spelling of the word.  Whereas I am happy to count "higher" as having two syllables, I am not so sure about "hire".  Similarly with "sear" (one) and "seer" (two). The sounds that follow the "@" also seem to have an effect.  While I might be persuaded that "fire" has two syllables, I would be not happy about "fire-alarm" having four.  Similarly, if "acquire" has three, does "acquiring" have four?

The problem is that the "@" is such a small part of the sound that it hardly qualifies as a syllable.  If, on the one hand, it signifies the presence of a morpheme, its status seems raised and I am happy to accept it as a syllable.  If, on the other hand, it has no special status and, furthermore, the adjacent sounds cause it almost to disappear, then I can't bring myself to call it a syllable at all.  If it is in-between, then I am simply not sure.  Being forced to make a decision, I have generally counted "fire/hire/wire/pier/tour" and the like as one syllable, but, on another day, I might easily have counted them as two.

There is another continuum of "@" sounds in the middle of words like "labelling".  Some seem fairly clear, such as "enamelling"; others not so, like "gambling" and "peddling" (and are "gambolling" and "pedalling" any different?).  I suspect my decisions on these have been somewhat arbitrary, depending on whether a pronunciation with more "@" or less "@" seemed more natural at the time.

One more group of problematic words are those ending "ion" pronounced sometimes "I@n" and sometimes "j@n".  I can imagine a vicar intoning the word "communion" in church so as to give it a full four syllables, but then ordering a case of communion wine over the phone and giving it only three.  "Champion" in "Champion the Wonder Horse" had three but in "We are the champions" it has two.  Some of these have only one regular pronunciation - "companion", for example, clearly has three syllables - but, for the others, I suspect my decisions depended on which pronunciation came to mind when I was considering them."

Mitton's frankness is commendable on two counts.  First, because it reveals what dictionary makers are not too happy to disclose: that even in this age of computational lexicography dictionary entry pronunciation decisions are often taken ad-hoc, as shown in Sobkowiak 1997.  Second, because it made it possible to control for just these aspects of pronunciation which he found problematic in the process of editing the CUV2 list to bring it into better conformity with my own requirements and objectives.  This process is described below.  It should be noted here, however, that the problem areas pinpointed by Mitton are indeed among the hardest difficulties for EFL learners of English pronunciation: not only schwa itself, but also the /((/ diphthong, which notoriously tends to either break into /(j(/ (in stressed syllables) or smooth into /j(/ (in unstressed positions) in Polglish.

2.2. From CUV2 to CUV3

Over the ten years when I have been using CUV2 I have introduced many changes and additions to Mitton's original list.  The main objective was to adapt the CUV2 database to my own needs motivated by: (a) research in the area of phonolexicography and phonetics, (b) teaching seminar and lecture courses in the area of Computer Assisted Language Learning (including electronic EFL dictionaries), and (c) authoring materials containing phonetically selective word lists, for example Sobkowiak 1996a.  In the meantime a number of new dictionaries, word-lists and lexical databases appeared in the commercial and public domains.  Once work on the CUV2 progressed beyond a certain point, however, the natural inertia of habituation and the calculus of cost/effectiveness ratio deterred me from weaning myself from the original OALDCE3 file.  This may have had some untoward consequences for some of my phonolexicographic projects.  On the other hand, a thorough understanding of the CUV2 data and the 'feel' for its potential and limitations, which can only arise over longer stretches of intensive use are definitely an asset in lexical database processing.

2.2.1. Changes in CUV2

Changes in the CUV2 files referred almost exclusively to the second column in the original file, i.e. to pronunciation, or rather phonetic transcription.  First, some obvious errors and inconsistencies have been corrected.  For example, I discovered a number of cases where a wrong syllable number had been entered: aerodynamic, AGM, audiovisual, Bargoed, CO, Elastoplast, lei, Lytham St Annes, Mesdemoiselles, Tientsin, Vietnam, YWCA.  Interestingly, all had their syllable count lowered by one in CUV2.  A few dozen random transcription errors were corrected, a representative selection of which is shown in Table 2.  When in doubt (e.g. Duncan), I referred to the printed copy of OALDCE3 of 1974.

Table 2. A sample of phonetic transcription errors in CUV2

	CUV2 spelling
	CUV2 transcription
	CUV3 correction
	comment

	within
	wID'in
	wID'In
	

	accountable
	@'k@Unt@bl
	@'kaUnt@bl
	later: aU → 2

	apprenticeship
	@'prentISIp
	@'prentIsSIp
	

	billion
	'bIlI@N
	'bIlI@n
	later: I@ → 6

	Teddy boy
	'tedI bOI
	'tedI boI
	later: oI → 3

	above-named
	,@bVv-'neImd
	@,bVv-'neImd
	later: eI → 4

	Wiltshire
	'wIltS@R
	'wIlt+S@R
	later: tS → C

	pariah-dog
	p@-'raI@d0g
	p@'raI@-d0g
	later: aI → 1

	cannibalistic
	,k&nIb@l'lIstIk
	,k&nIb@l'IstIk
	

	craftsmanship
	'krAftm@nSIp
	'krAftsm@nSIp
	

	burglar-proof
	'b3gl@r-pruf
	'b3gl@-pruf
	

	Wendover
	'wend@UveR
	'wend@Uv@R
	later: @U → 5

	steward
	'stjU@d
	'stju@d
	

	gloweringly
	'glaUw@rINlI
	'glaU@rINlI
	later: aU → 2

	smoke-cured
	'sm@Uk-kju@d
	'sm@Uk-kjU@d
	later: @U → 5, U@ → 8

	Tours
	'tU@R
	tU@R
	later: U@ → 8


Now for more systematic errors and inconsistencies.  Prompted by Mitton's own disclosure (see above) and by my own experience of phonolexicographic inconsistencies (Sobkowiak 1997; see also Herbst 1991), I first checked the treatment of syllabic sonorants expectedly finding a number of doubtful transcriptional decisions.  For example, two words appeared with the final schwa+/n/ string after a voiceless palato-alveolar fricative /(/: Mauritian /m@'rIS@n/ and Russian /'rVS@n/, while 1342 phonetically equivalent words were transcribed with /Sn/, for example: Alsatian, Asian, Confucian, Eustachian, Grecian, Haitian, Laotian, Lilliputian, Martian, Persian, Prussian, Tahitian, Venetian.  The two entries were consequently standardized.  Similarly with the ‑ism ending: classicism, commercialism, lyricism, Philistinism, specialism, unilateralism, voyeurism transcribed /‑Izm/ (and Catholicism, erroneously transcribed as /k@'T0lIsizm/) were brought into conformity with the remaining 235 /‑Iz@m/ words.  A number of such standardizing changes were made in the area of sonorant syllabicity and elsewhere.  For example, the two /‑I@st/ words: bounciest and ropiest were corrected into /‑IIst/, the transcription of all other superlative degree adjectives with the ‑y ending.

Such inconsistencies are not unique to OALDCE, of course.  Especially before the wide-scale introduction of computer technology in dictionary making any consistency checking was laborious to the point of impossibility.  Many electronic EFL dictionaries simply inherited the phonetic transcription field from their printed predecessors without ever seriously proofing it.  My 2002a paper is entirely devoted to intra- and cross-dictionary consistency check on the phonetic transcription of one prefix only: trans‑.  Other authors have also at times noticed the problem.  Bailey has the following to say in this respect: "it is hard to understand the rationale of one well-known phonetic dictionary's transcriptions of the penult syllables of fabulous and other words as [ju] when the penults of ridiculous and other words are recorded as pronounced [j(]" (Bailey 1986:12-13).

Bisegmental coding of diphthongs and affricates, which CUV2 inherited from the Alvey Speech Club for representing IPA in ASCII (Wells 1986 and 1987), was converted to monosegmental, as shown in Table 3.  This was done not only to simplify further processing, but primarily to avoid the disadvantageous consequences of grapho-phonemic non-bi-uniqueness in querying the database.  Briefly, one wants to avoid retrieval of words containing a number of different phonemes partly represented with one and the same symbol.  It is, for example, easy to see in Table 2 that querying for words containing a monophthong /I/ will also yield those containing four diphthongs (see Sobkowiak 1996b:186 for more discussion and Martinet 1991:97 for examples from French notation).  The problem of non-biuniqueness has not so far been solved in those EFL dictionaries on CD-ROM which offer phonetic access through transcription, e.g. MEDAL or CEPD (see my reviews of both: Sobkowiak 2003 and Sobkowiak 2005b).  And yet, the International Phonetic Association is quite adamant about the principle that each symbol should have only one value (see IPA 1989:69 and 70, Pullum 1990 and IPA 1999:27).

Table 3. Phonetic transcription conversion from CUV2 to CUV3

	CUV2
	aI
	aU
	oI
	eI
	@U
	I@
	e@
	U@
	3
	tS
	dZ

	CUV3
	1
	2
	3
	4
	5
	6
	7
	8
	9
	C
	J


The conversion to monosegmental coding of diphthongs, however, turned out not to be completely unproblematic.  As noticed by Mitton himself (see quote above) the /((/ diphthong is an especially hard case.  Retaining some of the Mitton's intuition that the pronunciation has to do with spelling and morphology, I decided to consistently keep the original /I@/ transcription for the comparative form of adjectives with y-final stems: angrier, balmier, bandier, bawdier (to take the first few), while converting to /6/ for phonetically equivalent, but morphologically different words: ameer, auctioneer, bandoleer, bandolier, barrier, beer, etc.  All ia(n)-final words were left untouched with /-I@(n)/ or /-j@n/ (Georgian, Kenyan, Roentgen, banian, banyan, canyon, carillon is the full list of the latter), but ial-final words were converted to /-6l/.  Notice also that all Mitton's /aI@/ strings now appear as /1@/.  These decisions may, of course, be questioned, but at least a measure of rule-governed consistency has now been introduced to bring wildly subjective phonetic variation to a minimum.    

The symbol used for the 'long' schwa in CUV2, i.e. the digit 3, now needed for /((/, was converted to 9.  Other symbols were retained, including the plus-sign used for separating consonants at compound boundaries, as in "courtship" /'kOt+Sip/ and "bookclub"  /'bUk+klVb/, primary /'/ and secondary /,/ stress symbols and linking /R/.

Third, the originally collapsed POS tags for homophones were separated, so that all entries were now POS-wise unambiguous.  Verb patterns were removed in the process.  For example, the three records in Table 4 now appeared as in Table 5:

Table 4. POS tags in CUV2

	abandon
	@'b&nd@n
	H0%,L@%
	36A,14

	abandoned
	@'b&nd@nd
	Hc%,Hd%,OA%
	36A,14

	abandoning
	@'b&nd@nIN
	Hb%
	46A,14


Table 5. POS tags in CUV3

	abandon
	@'b&nd@n
	H0%
	3

	abandon
	@'b&nd@n
	L@%
	3

	abandoned
	@'b&nd@nd
	Hc%
	3

	abandoned
	@'b&nd@nd
	Hd%
	3

	abandoned
	@'b&nd@nd
	OA%
	3

	abandoning
	@'b&nd@nIN
	Hb%
	4


This conversion had no effect on the phonetic content of the database, of course, but massively increased the record size of the original CUV2 list: from 70646 to 84588, i.e. by about 20%.  The advantage of this conversion was that each grapho-phono-morpho-syntactic wordform now constituted an entry on its own, which allowed for rather straightforward interpretation of all kinds of statistical results, such as means, proportions, standard deviations, correlations, etc.

2.2.2. Additions to CUV2

Any additions to lexical resources functioning as standard references in the field should be made carefully because they unavoidably limit comparability of results obtained with the use of the resource, hence limit intersubjective verifiability, one of the fundamental criteria of all science.  When additions are mostly motivated by the narrowly conceived needs of the given research project, the additional risk may be jeopardizing the subsequent reusability of the enhanced resource, the danger well recognized in the NLP community and amply discussed in the pertinent literature (see proceedings from the EACL, LREC or ELRA conferences, for example).  On the other hand, there is a natural tendency to enhance and adapt existing resources, especially lexical databases, which by their nature require continuous updating and enlargement to meet the ever growing needs of the NLP community.  Without the additions to CUV2 described below the tool could not have been used in the function required for the present phonolexicographic project.  Considering that the additions to the macrostructure of CUV2 have been rather slight, it is hoped that the postulate of result comparability has not been compromised.

2.2.2.1. Macrostructure

As far as additions to the original CUV2 are concerned, they have been both macro- and microstructural.  In the former dimension, 681 records have been added to Mitton's original list (they constitute 0.8% of CUV3).  These include a variety of entries with a strong representation of proper names, compounds and abbreviations.  A random sample of this added list (1/10 of the whole) is shown below in alphabetical order (capitals first):

AAA, Co., G7, Hebrides, Jun., Lapland, Majorca, OCR, Pyrenees, Roumania, airspace, alternators, baby-sitter, basics, bow-legged, breathalyzer, byte, carer, center, counter-espionage, crunchy, dartboard, diameters, diarchy, do-it-yourself, drop-out, farmland, haemorroids, hard-wearing, hardest, hardness, holidaymaker, in-between, lb., long-life, megabyte, min., mommy, multi-level, never-ending, non-aligned, north-east, one-to-one, pc, ping-pong, polystyrene, pre-war, prizewinner, recharge, retraining, sawn-off, self-portrait, send-off, shrink-wrap, skive, south-east, sportswear, storybook, sulfur, tailwind, toiletries, two-door, undershirt, utopias, v., viscose, well-deserved, wholewheat, wt. 

With some further minor adjustments to spelling variants (mostly Americanisms, French accents, capitalization), the number of wordform entries in CUV3 finally settled at 85430.

2.2.2.2. Microstructure

Of more consequence to the functioning of CUV3 as a reference database in my phonolexical studies were the microstructural additions and improvements which have been introduced in it over the years.  As presented above, Mitton's original database had four fields in each entry: spelling, pronunciation, POS+freq, syllable number + verb pattern flags.

As one of the first additions I introduced a logical yes/no <compound> field to directly flag those entries which are compounds, solid, hyphenated or spaced, as the case may be.  With the latter two categories the conversion was completely automatic, of course.  The former required some semi-automatic processing.  CUV3 now counts 11152 compounds, i.e. about 13% of all wordforms.  This percentage differs from data provided by Goulden, Nation & Read (1990:347) on the basis of Webster's Third (Gove 1961) sampling.  They report as many as 30% compounds, but their data is not directly comparable with mine as they: (a) did not allow solid compounds, (b) used a lemmatized list, (c) used a much larger dictionary, and compound lexical items are likely to be (lexicon-wise) more common in the lower lexical frequency ranges
.  Whatever the 'correct' figure is for the English lexicon, it is clear that compounds are phonolexicographically and phonolapsologically important in that they tend to be difficult to learners on a number of counts, both phonetic and otherwise.  As far as the former is concerned, compounds tend to: (a) be longer than simplexes, (b) have complex stress patterns, (c) exhibit confusing internal sandhi phenomena (e.g. gemination).  Hence, I thought it advantageous to be able to refer to this category directly when querying the database; the original CUV2 list did not afford it.

Another major addition to the CUV2 list was derivation by rule of 'American' pronunciation from the original (British) transcription field.  The aim of this move was not obtaining an impeccable record of a model American pronunciation standard (there is ample literature arguing that it does not exist), but rather identifying those lexical entries where the two pronunciations differ significantly in their segmental structure.  Such words may be particularly troublesome to EFL learners as many of them tend to be uncertain as to which of the two competing pronunciation variants to use.  This is especially true of learners aiming at standard British pronunciation because the pressure of American accents in the contemporary media (cinema, popular music, Internet multimedia files) is overpowering.

The rules used to derive 'American' pronunciation are exemplified in Table 6 listing words from the alphabetical top of CUV3.  A few notorious idiosyncratic differences were derived by hand: asthma, lieutenant, suggest, z.  31710 out of all 85430 records in CUV3 (37.1%) show some difference between British and 'American' pronunciation.

Table 6. Deriving 'American' pronunciation from British: examples

	word
	British
	'American'

	abaft
	@'bAft
	@'b&ft

	abdominal
	&b'd0mInl
	&b'damInl

	abhor
	@b'hOR
	@b'h0r

	abnormal
	&b'nOml
	&b'n0rml

	acclimatization
	@,kl1m@t1'z4Sn
	@,kl1m@tI'z4Sn

	agile
	'&J1l
	'&J@l

	alimony
	'&lIm@nI
	'&lIm5nI

	allegory
	'&lIg@rI
	'&lI,g0rI

	altitude
	'&ltItjud
	'&ltItud

	currently
	'kVr@ntlI
	'k3r@ntlI


One more addition, which was relatively easy to accomplish by simple conversion from the (non-biunique) phonemic transcription field, was that of CV syllable structure.  The rationale, like before, was to afford direct querying of the CV structure of words, rather than of actual phonemic strings.  There are many occasions when this may be of interest, to learners, teachers, material developers, dictionary makers, etc.  Phonetic phenomena and processes most readily coming to mind as (partly) motivated by word syllable structure in English are, for example, vocalic hiatus, aspiration, sonorant syllabicity, plosive glottalization, stress assignment, vowel reduction, and many others.

Finally, to assist in lemmatizing and querying the list, the <stem> field was added containing the entry's basic form.  A standard lemmatization scheme was used, reducing all inflections to their respective stems, including plurals (both regular and irregular), past (participle) forms, ‑ing forms, 3rd person singular ending, Saxon Genitive ending, adjective grading, but excluding gerunds, -ly adverbs, contractions (she's), and -ed adjectives.  With reference to the latter, notice that, while e.g. abandoned in Table 4 (CUV2) appeared only once, with all three POS tags collapsed in one entry and no stem information, in CUV3 (Table 5) it is listed three times, twice as a verb and once as an adjective.  In the latter function the wordform equals the stem, of course.

With all these conversions and additions in the microstructure of CUV2, the ten example entries listed in Table 1 now looked like in the following Table 7:

Table 7. A sample of CUV2/3 showing additions to microstructure (see Table 1)

	word
	stem
	British
	American
	syllable

structure
	POS
	syllable

number
	compound?

	boggling
	boggle
	'b0glIN
	'baglIN
	'CVCCVC
	Ib%
	2
	.F.

	boggy
	boggy
	'b0gI
	'bagI
	'CVCV
	OD%
	2
	.F.

	bogie
	bogie
	'b5gI
	'b5gI
	'CVCV
	K6$
	2
	.F.

	bogies
	bogie
	'b5gIz
	'b5gIz
	'CVCVC
	Kj$
	2
	.F.

	bogs
	bog
	b0gz
	bagz
	CVCC
	Kj%
	1
	.F.

	bogs
	bog
	b0gz
	bagz
	CVCC
	Ja%
	1
	.F.

	bogus
	bogus
	'b5g@s
	'b5g@s
	'CVCVC
	OA%
	2
	.F.

	bogy
	bogy
	'b5gI
	'b5gI
	'CVCV
	K8$
	2
	.F.

	boh
	boh
	b5
	b5
	CV
	W-%
	1
	.F.

	bohemian
	bohemian
	b5'himI@n
	b5'himI@n
	CV'CVCVVC
	OA%
	4
	.F.

	bohemian
	bohemian
	b5'himI@n
	b5'himI@n
	CV'CVCVVC
	K6%
	4
	.F.

	bohemians
	bohemian
	b5'himI@nz
	b5'himI@nz
	CV'CVCVVCC
	Kj%
	4
	.F.


Notice that, in comparison with Table 1, the macrostructure grew by two records because the POS codes for bogs and bohemian were separated.  There are no compounds in this list, so the rightmost column shows .F. (false) for all entries.

The information structure of the database was now rich enough to afford the execution of a number of consistency checks, which have indeed been conducted both in- and extensively, either in preparation for particular queries or in reaction to noticed errors and inconsistencies.  For example, a VV sequence in the syllable structure field is supposed to code vocalic hiatus; it was easy to extract cases of 'true' hiatus, e.g. albeit, as opposed to those where the two vowels form a quasi-diphthong, such as in bohemian above, or a triphthong, such as in fire, for example.  Summing Vs into the respective syllable number made it possible to capture some original CUV2 errors, as mentioned above.  The newly used compound flag also required a fair amount of consistency checking.

One original piece of CUV2 data, while kept in the file, has never been used for further processing and querying: "the rarity flag".  Mitton derived it partly from objective corpus counts (" '*' means that the word occurs in the most frequent 500 words of the LOB Corpus, the Brown Corpus, the Thorndike-Lorge word count and the American Heritage Word Frequency Book, i.e. it occurs in the most frequent 500  of  all four lists") and partly from intuition ("The "$" code means that the word is, in my opinion, rare, with my opinions  being  combined  to some extent with those of two friends of mine"), explaining the latter decision with the unreliability of frequency data coming from the relatively small corpora available at  the time.  The % code, which dominates Table 7 and the whole CUV2, simply means "neither '*' nor '$'".  The frequency distribution of the three codes in CUV3 is: code [*] – 0.7%, code [$] – 18.6%, code [%] – 80.7%.  Unlike Mitton, I had access to much more reliable word frequency counts, such as those derived from the British National Corpus (BNC), which I could plug into CUV3 when needed.

� The total number of CUV2 entries has been changing many times with additions and revisions of the list.  In Mitton 1986:215 and in Chen & Xu 1995:143 the count was 68,343.  The figure 70,646 appears in the machine readable file, which is time-stamped 5 April 1994 in my computer, but carries the date "June 1992" in http://wwwtios.cs.utwente.nl/say/phonemes.html.


� Robert Lew drew my attention to this difference.





